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Problem statement

• Big data and AI are the mainstay of autonomous transportation. Without access 
to a steady and massive stream of data, an autonomous vehicle will be simply 
blind and deaf on the road.

• Self-driving vehicles will generate and consume about 40 terabytes of data for 
every eight hours they drive, according to former Intel CEO Brian Krzanich.1

• But computer vision and object detection errors are still 3 orders of magnitude 
away from human drivers, according to Amnon Shashua CEO of Mobileye.2 The 
solution is even more data, from additional sensors, suggests Shashua.

• Yet, gathering, organizing, and labeling this massive data is extremely costly.

• E.g., each hour of video data collected takes about 800 human hours to 
annotate.3

• How do you deal with the need for even more training data while preventing the 
time and cost of more processing and storage from getting out of hand?

1 https://channels.theinnovationenterprise.com/articles/why-big-data-is-the-future-of-self-driving-cars
2 https://www.technologyreview.com/2019/04/23/103181/the-three-challenges-keeping-cars-from-being-fully-autonomous/
3 https://www.cloudfactory.com/data-labeling-guide
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Solution and product

• While autonomous transportation data is massive, it is extremely redundant!

• Most of the video frames are repetitive images where nothing new happens. 

• Occasionally, important events are encountered containing information 
(e.g., pedestrians, dangerous road conditions) needing to be immediately 
acted upon.

Solution: SMRaiz

• SMRaiz eliminates redundancy by summarizing the data down to a set of 
representative video frames that are diverse and novel. This therefore:

• Reduces AI/ML training costs;

• Reduces data labeling and object annotation costs and errors; and

• Reduces human analyst fatigue and errors and improves productivity.
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Example I – KITTI

• Task

• Summarization of the video frames for autonomous-driving machine 
learning use cases.

• Dataset

• KITTI: http://www.cvlibs.net/datasets/kitti/

• The first and largest benchmark for testing vision-based autonomous 
transportation algorithms.

• 6 hours of recordings using high-resolution color and gray-scale stereo 
cameras, a Velodyne 3D laser scanner and high-precision GPS/IMU inertial 
navigation system, captured by driving around the mid-size city of 
Karlsruhe, in rural areas and on highways. 

• Dataset size (used in this case study) = 1170 frames

• Results

• Data is summarized down to ~1% (20 frames), which are highlighted by 
frames with green border flashes in the next video.

• Summarization time = 0.009 sec (single thread, Intel(R) Xeon(R) Platinum 
8259CL CPU @ 2.50GHz)
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Results I – KITTI
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• SMRai’s summary captures interesting events on the road while cutting down 
on redundant labeling. For example, the following events are all captured:

1. 0:10, 0:15, 0:37, 1:0, 1:32, 1:58: A diverse set of traffic signs.

2. 0:15, 0:54: The ramp, the cars, and the traffic signs on the right.

3. 0:48: The car passing from the left.

4. 1:27: Changing lane.

5. 1:50: Exiting the ramp.

6. 1:56: Approaching the bridge.
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Example II – nuScenes

• Task

• Summarization of the video frames for autonomous-driving machine 
learning use cases.

• Dataset

• nuScenes: https://www.nuscenes.org

• 6 camera angles recorded while car is driving through 1000 driving scenes 
(each ~20 sec) in Boston and Singapore. 

• 200,000 frames are annotated by Nuscenes (sampled isochronously every 
6 frames, or at 2Hz).

• Dataset size = 1,183,790 frames

• Results

• Data is summarized down to 1% (11837 frames), which are highlighted by 
green borders in the next video.

• Summarization time = 40.41 sec (single thread, Intel(R) Xeon(R) Platinum 
8259CL CPU @ 2.50GHz)

9/17/21 Summary Analytics, Inc. 6See it online!

https://www.nuscenes.org/
http://www.smr.ai/case_studies.html


Results IIa – nuScenes
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• Scene 15: Capturing interesting events on the street while cutting down on 
redundant labeling. For example, the following events are all captured:

1. 0:01, 0:10: The buses on the road in front of the car.

2. 0:11: The crane truck on the curbside.

3. 0:09, 0:13, 0:14, 0:16: A diverse set of street signs.
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Results IIb – nuScenes
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• Scene 29: Capturing interesting events on the street while cutting down on 
redundant labeling. For example, the following events are all captured:

1. 0:04, 0:09, 0:17: Pedestrian crossing the street or on the sidewalk.

2. 0:05, 0:12, 0:16: Cars entering or leaving the field-of-view.
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Example III – Waymo

• Task

• Summarization of the video frames for autonomous-driving machine 
learning use cases.

• Dataset

• Waymo: https://waymo.com/open/data/perception/

• Collected by 5 front-and-side-facing cameras mounted on Waymo self-
driving vehicle.

• Contains 1,000 driving segments, each capturing 20 seconds of continuous 
driving, corresponding to 200,000 frames at 10 Hz per sensor.

• Covers dense urban and suburban environments across Phoenix, AZ, 
Kirkland, WA, Mountain View, CA and San Francisco, CA.

• Dataset size (used in this case study -- train + validation + test) = 227,715 
frames

• Results

• Data is ordered to prioritize those records having the most unique 
information and relegate more redundant records to the end.

• Summarization time = 14.57 sec (single thread, Intel(R) Xeon(R) Platinum 
8175M CPU @ 2.50GHz)
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Results III - Waymo
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• A random set of 375 images has 19% redundancy (highlighted with yellow 
borders), whereas SMRai’s summary captures a representative and diverse set 
of 375 images with 0% redundancy.
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Implications and benefits
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• Data exploration
• Extract information from large video datasets quickly and efficiently.

• Data labeling
• For humans:

• Labeling a small, diverse, and representative summary is much 
faster, less expensive, and less prone to errors due to reduced 
decision fatigue (diversity of the data keeps the human data 
labeler alert and more interested).

• Improved productivity of the human labeler.

• For machines: 

• Reduced model training time since data set size is reduced.

• More efficient AI model development and training. Faster 
hyperparameter tuning. Faster and cheaper network architecture 
search (NAS) and AutoML.
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